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Abstract

In this paper, we introduce Jinkou, a GAN-based algorithm that allows for the conditional generation of synthetic multivariate time
series. The set of variables whose distribution is to be replicated include specific variables taking different values for different
objects, as well state variables describing the state of the world, common to all objects at a given date and potentially influential on
the specific features. The conditioning process is specified at inference time, and only involves state variables; it simply consists in
setting lower and/or upper bounds on their values. The generative model is trained as an un-conditioned generator and is agnostic
of any scenario the user might set at inference time. The use case considered in this pilot study is of interest for the financial
industry: the generator produces random samples of the instrument-specific features over time (e.g their price, size or the risk
for securities). Such generation is conditioned on user-defined macroeconomic assumptions/scenarios involving global variables,
such as inflation, oil prices or interest rates. We introduce numerical metrics to assess the statistical closeness between the two
multivariate distributions of historical and artificial data. As proof of concept, we test the proposed algorithm by reproducing the
value variation for two possible portfolios, Energy and Financial, conditioned on scenarios for which a consensus is present in the
community. Jinkou allows us to recover some classical stylized facts about the financial markets, this ability constituting a proof of
its efficiency.
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1. Introduction

1.1. General context

The finance industry is producing an increasing amount of
datasets that investment professionals can consider to be in-
fluential on the price of financial assets. These datasets were
initially mainly limited to exchange data, namely price, capi-
talization and volume. Their coverage has now considerably
expanded to include, for example, macroeconomic data, sup-
ply and demand of commodities, balance sheet data and more
recently extra-financial data such as ESG scores. This broad-
ening of the factors retained as influential constitutes a serious
challenge for statistical modeling: the non-stationarity of the
correlations between these factors and the non-Gaussian na-
ture of their joint distribution makes it practically impossible
to identify the joint laws needed to construct scenarios. Monte
Carlo methods [1] can be used to price complex contracts [2]
for which no closed-form expression is available, or to estimate
the risk of a portfolio by studying the statistical distribution of
its possible values at a given horizon [3]. In this framework, the
main ingredient is a set of scenarios for the stationarity of vari-
ables subject to randomness, including financial asset prices.
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Since Monte Carlo methods essentially proceed by averaging
over a set of possible scenarios, this set must possess at least
two statistical properties: i) the scenarios must be sufficiently
numerous and constitute a representative set of all possibili-
ties, ii) their trajectories must be individually compatible with
a consensus model. When a stochastic model describing the
evolution of the data is available, the task of generating sce-
narios is reduced to sampling from a multivariate distribution
whose law is known. This approach makes it possible, for ex-
ample, to model low-dimensional multivariate Gaussian distri-
butions, assuming constant or deterministic covariance. Un-
fortunately, this situation is too simplistic for the needs of an
asset portfolio manager, for the following reasons: i) the joint
laws of the assets are not known with sufficient precision, ii)
these joint laws are in general not stationary. In addition, an
asset manager must be able to produce scenarios conditional on
macroeconomic assumptions provided by the financial regula-
tor, or by an internal economic research department. Models
such as Black-Litterman [4] allow for the incorporation of a
priori assumptions on future asset returns when these follow a
known law. However, to our knowledge, there is no analyti-
cal framework that allows multi-dimensional asset returns to be
conditioned on scenarios involving global variables correlated
with these assets, such as inflation, oil prices or interest rates.
Fortunately, spectacular advances in Deep Learning field in re-
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cent years have given rise to Generative Adversarial Networks
(GAN) [5]. GAN are a type of generative machine learning
model that produces new data samples with the same statistical
properties as training data, in an unsupervised way, avoiding
data assumptions and human induced biases. In this work, we
explore the use of GAN for synthetic financial scenarios gener-
ation.

1.2. Representation of time data

From a statistical perspective, the problem posed is to ran-
domly draw from a certain distribution of events. Along this
route, it is paramount to define precisely the notion of event
that we want to model. A first approach consists in learning
with memory taking into account the information contained in
past temporal dynamics. In this sense, an event consists of a
trajectory realising subsequent states of one or more assets. A
second approach, which can be described as Markovian, con-
siders an event as the variation of the state of an asset over a
time horizon h between t and t+h only conditioned by the state
variables observable in t. The work presented here adopts the
Markovian approach in a multivariate context. We are there-
fore interested in producing asset price transitions conditional
on variables observable in t, as well as on variations in state
variables between t and t + h, which can be considered as sce-
nario seeds. Trajectories over horizons longer that h can be
obtained by concatenating elementary transitions, without the
need to try to learn multivariate temporal dynamics.

In other words, rather than learning temporal patterns, we
aim at catching instantaneous correlations among medium-long
horizon asset returns and macroeconomic variables, their joint
distribution being assumed almost stationary over several units
of time (each unit of time corresponds to a market realisa-
tion, which can be daily, monthly, . . . ). An interesting bene-
fit of this innovative perspective is that recurrent networks can
be dropped in favour of much lighter structures, more flexible
when dealing with higher dimensional data sets.

1.3. Potential applications fields

Markov processes have a wide range of applications in vari-
ous fields beyond financial industry, like in weather simulations
[6] or in epidemiology [7].

In the offshore wind industry, operation and maintenance
costs can vary as function of the evolution of variables such
as wind and waves related parameters, over the time horizon of
few hours. In the original paper [6], the authors try to simulate
the evolution of weather conditions such as the significant wave
height, the wind speed at 10m ASL and the peak wave period.
However they do not tackle explicitly the design of maintenance
strategies nor the prediction of costs associated to it. We be-
lieve that the generative model we propose could be of great
use to the offshore wind industry: it is natural to include as state
variables the weather parameters listed above, whereas the tra-
jectories conditioned upon them should describe time varying
risk-related variables such as operation and maintenance costs
of wind turbine fields.

As far as epidemiology is concerned, several environmental
parameters have to be considered to simulate the spread of con-
tagious diseases. The environment can be described via the time
evolution of key variables such as the population size, the prob-
ability of a susceptible person becoming infected upon contact
with an infectious individual, the probability that the next in-
teraction of a random susceptible person is with an infectious
person as well as the overall probability that a susceptible per-
son becomes infected. Conditioned upon a given environment,
epidemiologists monitor the spread rate, the recovery rate as
well as the disease prevalence and the proportion of individuals
that are immune. All these factors are key to determining the
best policy to tackle and control the spread of a given infection.
As policies aims at impacting the environmental variables, the
generative model we propose may help epidemiologists to track
their impact on the final key observable listed above. As a mat-
ter of act, the dimensionality of the problem can quickly be-
come problematic for dynamic programming methods, which
are a type of optimization technique where the problem to be
tackled is divided into a series of smaller more tractable tasks
[8].

1.4. Previous work
In this section we review previous works on the generation

of financial market scenarios highlighting the conceptual inno-
vation of our study.

The bootstrap method [9] is one of the earliest methods for
data augmentation. This method, which proceeds by drawing
samples with replacement from a given dataset, was originally
designed to estimate statistical quantities related to an empir-
ical distribution of data, such as its first moments. The use
of the bootstrap has later been extended to improving super-
vised learning via data augmentation, and as such its use can be
compared to those of GAN [10]. Unfortunately, the bootstrap
did not perform well in this study, the authors stating that data
augmentation using the bootstrap method provided the worst
predictive performance. Finally, the bootstrap method can be
applied to multivariate data, either directly or through factors
underlying the distribution [11].

In the specific field of econometrics, some models have been
proposed to account for the dynamics of multivariate time se-
ries. Firstly, we can mention the vector auto-regressive mod-
els, whose response function is linear and independent of an
initial state [12]. These characteristics distinguish VAR mod-
els from the vast family of conditional variance auto-regressive
models (GARCH) [13], which are designed to account for phe-
nomena typical of the behaviour of financial time series, like
the clustering of volatilities. GARCH models have a non-linear
response function which is in general dependent from an initial
state. They are more difficult to calibrate than VAR models.

Neural Network-based generative techniques have been ap-
plied only recently to the domain of financial time series, the
earliest works being published in late 2018. In [14], the authors
employed a LSTM-based GAN to mimic a 20 years historical
period for 2 financial indices and 3 individual stocks’ prices. In
2019 FIN-GAN [15] was introduced as a deep neural network-
based GAN, its performance being evaluated on the genera-

2



tion of a synthetic S&P500 index. In [16] the authors propose
TimeGAN, a generative framework capable to preserve the tem-
poral dynamics of multi-dimensional time series in terms of
the probability of a newly generated point conditioned on the
value of previously generated one. Its performance is evaluated
in terms of diversity, �delity and via the well known criterion
train-on-synthetic, test-on-realon 6-dimensional Google stocks
data from 2004 to 2019 (volume, high, low, opening, closing
and adjusted closing). A generative framework always dedi-
cated to time series is also proposed in [17]. In this last study,
the authors employ Temporal convolution Networks [18] within
the generator aiming at capturing long-range dependencies such
as volatility clusters. The overall architecture is employed for
the generation of a synthetic one-dimensional S&P 500 index.
Finally, we mention the work presented in [19], as it is of par-
ticular relevance for our case study. As a matter of facts, i) the
authors tackle the generation of a high number (� 600) of assets'
historical returns and ii) there is an explicit declaration of intent
regarding the future use of their work for conditional generation
in the context of strategies' stress tests. However, [19] is still far
from our proposed framework: while it is true that condition-
ing is explicitly introduced (in fact, conditional GAN are em-
ployed), yet the conditioning is done over the past assets' val-
ues within a �xed time horizon. Di� erently said, reproducing
short-time historical patterns is still the main concern. On top of
that, the proposed studies only deals with one-dimensional time
series whereas realistic strategies have an underlying investing
universe of several hundreds of possible �nancial instruments,
eventually correlated. Summing up, the work presented in [19]
assumes that the temporal behavior of a single asset �nancial
time-series can be predicted thanks to a memory e� ect over a
�xed past horizon. This assumption is questionable and the
absence of linear correlations is widely documented [20]. As
previously declared, we aim at learning/reproducing the joint
probability of medium-horizon returns (� monthly) and slow
varying environmental variables guiding the medium-long term
market behavior.

1.5. Generative Adversarial Networks
Introduced in 2014, by Ian Goodfellow et al. [5] to circum-

vent the intractability of probabilistic computations encoun-
tered by Deep Generative models during maximum likelihood
estimation, GAN have shown groundbreaking results in image
generation. Since their �rst implementation they have been
adapted to a broader range of applications from speech synthe-
sis [21] to gravitational burst generation [22] or even dynamic
environments simulation [23].

Formally, GAN are composed of two adversarial architec-
tures: the generator and the discriminator. Given some training
dataD = fygsampled from an underlying distributionP (y), the
generatorG is trained to learn a non-linear functiong : z ! ŷ
mapping vectorsfzg, z 2 R` , whose componentszi are nor-
mally distributedzi � N , into f ŷg � P̂ such that the distance
betweenP̂ andP is minimized. The role of the discriminator is
to push the generator away from the distance minimum. When
the Earth Mover's Distance [24] is used, we talk of Wasserstein
GAN (WGAN) [25].

In this work, we bene�t from the coupled use of two types
of GAN architectures, this partition mirroring a physically-
motivated assumption regarding macro-economic state vari-
ables driving the time evolution of instrument-speci�c proper-
ties over time. The �rst model is a Bidirectional GAN (BiGAN)
[26] and it is dedicated to the generation of state variables,
eventually conditioned on macro-economic scenarios. BiGAN,
which we notefE;Gg, do include a third architecture, the En-
coderE, which is trained such that it learns the inverse mapping
e = g� 1. The second model is a conditional GAN : rather than
learning to sample from the joint distributionP (y), the gener-
ator is trained to reproduce the probability ofy conditioned on
a valueȳ. We note such probability asP (yjȳ). This second al-
gorithm is deployed for the recurrent generation of di� erent in-
strument features evolution over time conditioned on their past
values and on a given scenarios. The output of the BiGAN
conditions the output from the second model. While deferring
to Sec. 5 the details of the retained architectures, we describe
in the following section how the two networks are coupled to
achieve �nancial scenarios generation. We refer the reader to
Appendix A for the formal de�nition of the loss being mini-
mized while GANs training.

2. Economic Scenario Generation

2.1. Historical dataset
We consider a tabular set of historical datafyigi=1;:::;n. We are

given a time incrementh representing the elementary duration
on which the variations of the variables will be taken. This ele-
mentary time unith is used to generate features values atp fu-
ture dates from their current levels:t0 + h; t0 + 2� h:::;t0 + p� h.
Each sample is composed ofn(i) instrument-speci�c features,
the respectiven(i) transitionst ! t + h andn(s) state variable
transitions. This representation involving only one time step
forward relies on the assumption that the underlying vector pro-
cess governing the features evolution is Markovian. A single
sampleyi = y(k)

t is therefore structured as follows

y(k)
t = fi(k)

t ; � i(k)
t ; � stg (1)

where

i(k)
t is the vector of the features univocally characterising the

instrumentk at timet,

� i(k)
t is the transition vectort ! t + h for the featuresi(k)

� st is the transition vectort ! t + h for a chosen set of mean-
ingful macro-economic variables

In the training set,� i(k)
t can be obtained fromi(k)

t and i(k)
t+h via

any user-speci�ed function2. In general, we noteO the operator
taking as inputs a feature value and its variation, and yielding
the new value:

i(k)
t+h = O

h
i(k)
t ; � i(k)

t

i
: (2)

2For example, it may be the relative return for prices or the absolute varia-
tions for correlations.
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This formalism allows to handle more general types of varia-
tions rather than purely additive, which is useful when a fea-
ture is by de�nition constrained to stay within an interval (e.g
price are always positive, the absolute value of correlations is
always less than 1. In Eq. (1) we did not include state vari-
ables at timet, which we eventually note asst. This strongly
depends on the model choices: we assume state variable tran-
sitions to be weakly correlated with their levels. Any di� erent
assumption require the featuresst to be included in the histori-
cal dataset along with those listed in Eq. (1). Let us underline
that the depth of the user-provided transitions� i(k)

t automati-
cally sets the maximum resolution of the future simulation: one
month variations, for example, allows for a simulation of min-
imum step of one month. Given the initial and �nal value of
a variable on a time-interval, and the volatility of the variable,
a brownian bridge [27] can be used to simulate intermediary
values as a random process with prescribed starting and ending
points. However, this stochastic interpolation will not be used
in this paper and simulations are generated with the same time
granularity as provided via the training set.

2.2. Training procedure

Starting from the historical (training) dataset
�
y(k)

t
	k=1;:::;K
t=1;:::;T two

derived sets are built, each being used for a speci�c GAN archi-
tecture among those introduced in Sec. 1.5.

The �rst datasetD S is used to train a BiGANfZ ;Sgded-
icated to i) sample from the joint distributionPs of the state
variable transitions� s and to ii) inverse map such variations
back into the original latent space of dimension`s

D S : f� stgt=1;:::;T zs � N `s (3)

� s = S (zs) ; zs = Z (� s) ; � s S� P s (� s) (4)

A second datasetD I accounts for the time-dependent infor-
mation and it is used to train the conditional GAN architecture
I . This second network learns to sample future transitions� i(k)

t
of the instrument-speci�c features, conditioned on a vector of
future state variable transitions� st and the current instrument
statei(k)

t

D I :
n�

i(k)
t ; � i(k)

t ; � st

� o
t=1;:::;T
k=1;:::;K

; zi � N ` i (5)

� i = I (zi ji; � s) ; � i I� P i (� iji; � s) (6)

In Eq. (5) and in Eq. (6) we denoted as` i the latent space dimen-
sion ofI and the conditional probability for future instrument-
speci�c transitions asPi . In Fig. 1 we provide a graphical sum-
mary of the training procedure.

2.3. Market scenarios and conditioned generation

As we saw in Sec. 2.2, the generatorS learns to draw sam-
ples from the joint distributionPs. However, it is important
for the case study of interest to generate samples, at timet,
assuming an underlying macro-economic scenario of interest
when transitioning from realisations at timet to t + h. For-
mally, this is obtained by conditioning the generation within an

hyper-rectangular condition� s 2 It. Conditional GAN do al-
ready exists [28], however, these algorithms are not suited for
our application as market conditions are described by continu-
ous values which are not known a priori. For this task, we rather
exploit the condition-agnostics generatorS via a Bayesian ap-
proach. If we explicitly knew the learnt distributionPs (� s)
(likelihood), then we could use Markov Chain Monte Carlo
(MCMC) techniques to sample� s from the product (poste-
rior) F (� sjIt) = Ps (� s) � W It (� s) betweenPs and a window
function W It (� s) (prior) designed to be 1 for� s 2 It and 0
elsewhere. Unfortunately, the generatorS only learns an im-
plicit distribution. However, it does learn a non-linear map-

ping zs
S
! � s wherezs is drawn from an analytical distribution

N `s (z). It can be proven [29] that samples drawn via the fol-
lowing desired process

f� sgMCMC� F (� sjIt) (7)

have the same statistical properties as if obtained via

f� sg
S
 f zsg; (8)

fzsg
MCMC� F z (z) ; Fz (z) = N `s (z) � W It (S (z)) : (9)

The method proposed in Eq. (8) is then used to sample state
variable transitions including a priori assumption on the under-
lying economic scenario. A suitable starting pointẑs for the
MCMC can be identi�ed thanks to the encoderZ by inverse-
mapping a variationˆ� s which we know satis�es the scenario,
i.e. ẑs = Z

�
ˆ� s

�
with ˆ� s 2 It.

2.4. Trajectories construction

Single instrument trajectory.The algorithmic elementary brick
of the proposed simulator is the generation of instrument-
speci�c featuresi(k)

t+h starting from the previous statei(k)
t and

conditioned on a user-determined scenario It. A trajectoryT (k)
p

of historical depthp for thekth instrument is obtained by gener-
ating p instrument levelsT (k)

p = fi(k)
0 ; i(k)

1 ; : : : ;i(k)
p� 1gvia the ran-

dom process in Eq. (6). Algorithm 1 depicts the regressive gen-
eration ofT (k)

p starting from user-speci�ed initial conditionsi(k)
0

and scenariosfI0; : : : ;Ip� 1g.

Algorithm 1 Single trajectory generation for thekth instrument

Require: i(k)
0 , fI0; : : : ;Ip� 1g

t = 0
while t � p do

� s MCMC� F (� sjIt)
z � N `s

� i  I
�
zji(k)

t ; � s
�

i(k)
t+h  O

h
i(k)
t ; � i

i

end while

It is thus possible to simulate the behaviour of any real �nan-
cial instrument as long as its features are mapped into the cor-
responding contexti(k)

0 .
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Figure 1: Graphical description of the training procedure outlined in Sec. 2.2.

Portfolio trajectory. Our ultimate goal is to thoroughly de-
scribe the statistical properties of a portfolio includingK in-
struments at di� erent time steps. For this purpose,nt trajecto-
ries, withnt ! 1 , must be generated for each instrumentk so
to obtain an unbiased reconstruction of the feature distributionsn
Pi

�
� iji(k)

t ; It
�o

t=1;:::;p� 1
. Pi

�
� iji(k)

t ; It
�

indicates now the probabil-

ity density function for the instrument feature variations condi-
tioned on the event� s 2 It. We do not introduce a new notation
for this mathematical entity which can be formally obtained
from the distribution de�ned in Eq. 6 via the total probability
law. Please note that any statistical inference carried out on the
variablesi can be easily derived from� i as they are related by
the non stochastic operatorO in Eq. (2). Further, it is desirable
to combine instrument-level features to obtain portfolio-level
features, along with their statistical properties. Building upon
Algorithm 1, in Algorithm 2 we outline the whole portfolio sim-
ulation procedure. Step by step, a user must specify a context
(initial conditions) for each of the instruments in the portfolio,
i.e. fi(k)

0 gk=1;:::;K . At each time stept, the total number of tra-
jectoriesnt is achieved by combining two possible sources of
randomness via Cartesian product:rs samples St obtained via
the Bayesian procedure explained in Sec. 2.3 combined withr i

samples Z from the second latent spaceR` i . The resulting set
is notedZSt. In order to grasp the intra-portfolio correlations,
these samples are kept �xed for all the instruments at a given
time. As some of the market scenarios may be repeated during
the simulation, we advise to MCMC-sample the state variable
transitions only once per unique scenarios (�rst loop in Algo-
rithm 2).

The samplesfi(k)
t; j gj=1;:::;nt can be used to obtain statistics on the

di� erent feature componentsi(k)
t = fi(k)

t;cgc=1;:::;n(i) for the instru-
mentk at timet. Via non-stochastic operators, these properties
can be combined to obtain portfolio properties at timet, which
is the purpose of the simulator we propose. As proof of the sta-
tistical solidity of the inference, in Appendix B we prove for
example that the samplesfi(k)

t; j gj=1;:::;nt can be used to build his-
tograms which are unbiased estimators of the binned marginal
distributions for each of the feature components for the instru-
ment k at time t. More formally (for simplicity we drop the
labelsk andt), for the featureic conditioned on a past instru-
ment statea and a scenario I, we prove that the mean sample
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Algorithm 2 Portfolio simulation

Require:
�
i(k)
0

	
k=1;:::;K , fI0; : : : ;Ip� 1g; r i � rs = nt

for unique Ii 2 fI0; : : : ;Ip� 1gdo

Si � f � sjgj=1;:::;rs; � sj
MCMC� F (� sjI i)

end for
t = 0
while t � p do

Z = fzigi=1;:::;r i ; zi � N ` i (z)
ZSt = Z � St

while k � K do
while m � nt do

fz; � sg
no repl.

� ZS
� i  I

�
zji(k)

t;m; � s
�

i(k)
t+h;m  O

h
i(k)
t;m; � i

i

end while
end while

end while

number count̂B[� ;+]
c within the bin of limits [i � ; i+ ]

B̂[� ;+]
c �

1
nt

ntX

j=1

� +
� (ic; j);

� +
� (e) =

8
>><
>>:
1; if e 2 [i � ; i+ ];
0; else

(10)

is an unbiased estimator for the binned marginal distribution

B[� ;+]
c �

Z +

�
dic Pm (icja; I) ;

Pm (icja; I) =
Z niY

ĉ, c

di ĉ Pi (ija; I) (11)

3. Dataset

3.1. Feature Selection

As �rst use case, we focus on equities as �nancial instru-
ments. As explained in Sec. 2, the variables are divided into
speci�c variables and state (or global) variables. The �rst
ones are attributes speci�c to each stock which in�uence the
marginal behavior of the price of e.g. the stock price in relation
to the average. The retained features are listed in Tab. 1. The
choice of these speci�c variables is supposed to constitute the
time-dependent state of an issuer. These variables are supposed
to allow a di� erentiation of the price behavior of issuers when
they are subjected to the same variations of the market envi-
ronment represented by the state variables. State variables cor-
respond to macroeconomic quantities that can a� ect the move-
ment of stocks as a whole. We list them in Tab. 2. By combining
these two types of variables, it is therefore possible to account
for the movements of the average stock (the market), as well as
the relative movements of stocks with respect to the market.

Table 1: Retained instrument-speci�c variables.

Rank Meaning Transition [O� 1]

i1 Price Relative
i2 Market cap (in¿B) Relative
i3 ESG score Absolute
i4 Controversy score Absolute

i5
Consumer staples
sector correlation

Absolute

i6
Energy sector
correlation

Absolute

i7
Financials sector
correlation

Absolute

i8
IT sector
correlation

Absolute

i9
Normalized price
variation over 1 month

Absolute

i10
Normalized price
variation over 1 year

Absolute

i11
Annualized volatility
over 1 year

Absolute

The data used in our experiments come from two providers:
Capital IQ3 for the �nancial data (such as prices and market
capitalizations) andVigeo Eiris4 regarding the extra-�nancial
data (ESG and controversy scores). The historical depth of the
data is almost 10 years (from 2011/09/30 to 2021/04/22).

3.2. Features variations

Feature variations are key elements in the algorithm outlined
in Sec. 2: they are the output of the generative models and they
are combined via the operatorO in Eq. (2) to obtain the �nal
portfolio trajectories. Further, the time step used for their eval-
uation �xes the time resolution of the portfolios' trajectories
obtained at inference time. Therefore, the choice of the opera-
tor in Eq. (2) is crucial as it strongly binds the simulations we
can obtain.

In our use case, two type of operators are used: we can either
obtain absolute forward-looking variations

� i(k)
t = O� 1

h
i(k)
t ; i(k)

t+h

i
= i(k)

t+h � i(k)
t ; (12)

or the relative forward-looking variations

� i(k)
t = O� 1

h
i(k)
t ; i(k)

t+h

i
=

i(k)
t+h

i(k)
t

� 1: (13)

For features representing a price, the value of a portfolio or an
index and an accreted return, being strictly positive, the relative
transition is used. For other features, in particular those taking
positive or negative values, the absolute transition is used.

3Capital IQ website:https://www :capitaliq :com
4Vigeo Eiris website:https://vigeo-eiris :com
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Table 2: Retained state variables.

Rank Meaning Transition

S1
[S&P500] Level of the
equity market (S&P 500)

Relative

S2
[VIX] Risk level of the
equity market (VIX)

Absolute

S3

[EUR Swap Spread] Spread between 1-year
and 10-year interest rate
swaps (in EUR)

Absolute

S4
[WTI] West Texas Intermediate (oil)
crude price (in USD)

Relative

S5
[EUR/USD] EURUSD
exchange rate

Relative

S6
[CDS Italy] Proxy of insolvency risk
for Italy

Absolute

S7
[Gold] Gold price per ounce
(in USD)

Relative

4. Performance Evaluation

4.1. Performance metrics
The scienti�c community has dedicated major attention to

the generation of images and has de�ned standards in the
performance evaluation of generative models in this domain
[30, 31, 32]. The generation of tabular datasets instead still
represents a niche and as such it has been far less explored. In
this section we de�ne numerical tools to provide a quantitative
description of the proximity of synthetic and real data. From a
mathematical perspective, the task comes down to the compar-
ison of two high-dimensional statistical distributions.

ˆ Sks The two-sample Kolmogorov-Smirnov test (KS
test) [33] is used to verify whether two 1D samples come
from the same distribution. This metric compares the dis-
tributions of continuous features using the empirical cu-
mulative distribution function (CDF). For each feature, the
similarity score is computed as one minus the KS test D-
statistic, which indicates the maximum distance between
the real data CDF (CDFreal) and the generated data CDF
(CDFgen) values. The output scoreSks lies in [0; 1] and is
computed as the mean score across all the features:

Sks =
1
nf

nfX

i=1

(1 � sup
xi

jCDFreal(xi) � CDFgen(xi)j) (14)

ˆ Spca A Principal Components Analysis (PCA) is per-
formed on correlation matrices among features. The ab-
solute relative error between the eigenvalues of the real
datasetfeig and the eigenvalues of the generated dataset
fêigis used to obtain the dimension reduction score as fol-
lows:

Spca = 1 �
1
N

NX

i=1

min
 
1;

jei � êi j
ei

!
(15)

whereN is the total number of eigenvectors kept during
the reduction dimension process. In our experiments, the

value ofN is automatically chosen such that 99% of the
variance is explained. Also, the relative errors are clipped
in order to have the �nal scoreSpca in [0; 1].

ˆ Sclass This metric evaluates how hard it is to distinguish
the generated data from the real data by using a Multi-
layer perceptron composed of 3 fully connected layers of
50 hidden layers each. The perceptron output is activated
with a sigmoid function. Real data and generated data are
shu� ed together with �ags indicating whether the data is
real (1) or fake(0). Then, a strati�ed k-fold cross validation
(with k = 5) is performed. The perceptron is trained indi-
vidually on each fold to classify the data. The output score
is one minus the average ROC AUC scoreSrocauc [34]
across all the cross validation splits:

Sclass= 1 �
1
k

kX

i=1

Srocauc(i) (16)

The Srocauc sits in [0:5;1]. In order to obtain a coherent
similarity score, it is linearly mapped between 1 and 0,
respectively.

ˆ Skl The Kullback-Leibler divergenceD kl (p; q) is a mea-
sure of how one probability distributionp diverges from a
second reference probability distributionq and it is de�ned
as

D kl (p; q) =
Z 1

�1
p(x) log

 
p(x)
q(x)

!
dx: (17)

We use it to compute the following score

Skl =
1

1 + D kl (p; q)
(18)

To speed up calculations, we computeSkl over the
marginal distributions of features pairs among all the pos-
sible permutations. The mean �nal score is retained asSkl .

The �nal similarity scoreSScore lies in [0, 100] and is calcu-
lated by averaging the scores de�ned in the section:

SScore= 100�
1
4

(Sks + Spca+ Sclass+ SKL ) (19)

On top of the scores built above, we rely on the graphi-
cal support o� ered by a triangular-shaped visualization, usu-
ally called triangle plot. Given two featuresf fi ; f jg, their joint
marginal distribution is located on the cross between theith row
and the jth column on a dedicated grid. As a result, across
thekth column and row, all the marginal distributions involving
fk are available, including the corresponding one-dimensional
marginal, on the diagonal. To further improve the visual com-
parison, we draw within each subplot the 68% and the 95%
con�dence levels, for both real and generated data.

In Sec. 5.1 we systematically deploy the tools here de�ned
for the evaluation of respectively the BiGAN and the condi-
tional GAN introduced in Sec. 1 and report the performance that
the �ducial architecture has achieved over several trainings.
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5. Fiducial model architecture

In this section, we present the �ducial architectures that
we retained as the best performing according to the metrics
presented in Sec. 4. The evaluation procedure is detailed in
Sec. 5.1.

BiGAN (S;Z ). The networks are described in Tab. 3, 4, and
5. Spectral normalization layers [35] are added in the discrim-
inator. Spectral normalization was in the �rst place proposed
to increase generalization capabilities of Deep Learning mod-
els, reducing sensitivity to perturbation in input data. Later
works [36] show that spectral normalization could be success-
fully used on GAN as another way to enforce a Lipschitz con-
straint on the discriminator. This weight normalization tech-
nique is applied on each layer at discriminator level thus no
additional forward and backward pass is required to compute a
gradient penalty term which is an interesting property to speed-
up training phase. Also, as suggested in [36], we used Hinge
loss for training.

Table 3: Retained architecture for the BiGAN GeneratorS

Layer Norm./Act. Output shape
Latent vector - 8 x 1

ConvTranspose1D Batch Norm/ ReLU 256 x 3
ConvTranspose1D Batch Norm/ ReLU 128 x 5
ConvTranspose1D Batch Norm/ ReLU 64 x 7
ConvTranspose1D -/ Linear 1 x 7

Table 4: Retained architecture for the BiGAN Discriminator

Layer Norm./Act. Output shape
Input / Latent - 1 x 7, 8 x 1

Conv1D, Linear Spec. Norm/ LReLU 64 x 5, 64 x 1
Conv1D, Linear Spec. lNorm/ LReLU 128 x 3, 128 x 1
Conv1D, Linear Spec. Norm/ LReLU 256 x 2, 256 x 1
Conv1D, Identity Spec. Norm/ LReLU 256 x 1, 256 x 1

Concat - 512 x 1
Linear Spec. Norm/ LReLU 256 x 1
Linear Spec. Norm/ Linear 1 x 1

Table 5: Retained architecture for the BiGAN EncoderZ

Layer Norm./Act. Output shape
Input - 1 x 7

Conv1D Batch Norm/ LReLU 64 x 5
Conv1D Batch Norm/ LReLU 128 x 3
Conv1D Batch Norm/ LReLU 256 x 2
Conv1D Batch Norm/ LReLU 256 x 1
Linear -/ Linear 8 x 1

Conditional GAN. The reference networks are described in
Tab. 6 and in Tab. 7.

Table 6: Retained architecture for the conditional GAN generatorI

Layer Norm./Act. Output shape
Latent/ Condition - 8 x 1, 1 x 18

Linear -/ ReLU 8 x 1, 8 x 1
Concat - 16 x 1

ConvTranspose1D Batch Norm/ ReLU 512 x 3
ConvTranspose1D Batch Norm/ ReLU 256 x 5
ConvTranspose1D Batch Norm/ ReLU 128 x 9
ConvTranspose1D Batch Norm/ ReLU 64 x 10

Linear -/ Linear 1 x 10

Table 7: Retained architecture for the conditional GAN discriminator

Layer Norm./Act. Output shape
Latent/ Condition - 1 x 10, 1 x 18

Linear -/ ReLU 1 x 10, 1 x 10
Concat - 2 x 10
Conv1D Spec. Norm/ LReLU 64 x 10
Conv1D Spec. Norm/ LReLU 128 x 5
Conv1D Spec. Norm/ LReLU 256 x 3
Conv1D Spec. Norm/ LReLU 512 x 3
Conv1D Spec. Norm/ Linear 1 x 1

5.1. Performance of the retained generative model
The optimised architectures are the result of a thorough

hyper-parameter tuning. Each model is trained for 400 epochs.
Generator and discriminator in each architectures are both
trained using Adam optimizer [37] with� 1 = 0, � 2 = 0:99,
� = 10� 8 and lr= 0:001. Generators are optimized on a per-
minibatch basis whereas discriminators are optimized each 5
minibatch.

As for the model evaluation we opt for a 80/20 split of the
historical data in train/test. Depending on the architecture, two
procedures are put in place. The BiGAN generator is trained
over the training set and the generative performance is assessed
by comparing the historical test set against an equal size batch
of synthetic data. The conditional GAN appraisal is more sub-
tle as we work within the framework of conditional proba-
bilities. As depicted in Eq. (6) the generator, at the equilib-
rium, samples from the distributionPi (� iji; � s). The test set
D test

I =
n
(i i ; � i i ; � si)

o

i=1;:::;ntest
is a 0.2 fraction of the historical

datasetD I . In order to validate the generative model, we let
the networkI impute samplesf ˆ� i igi=1;:::;ntest conditioned on the
(partial) historical test set

n
(i i ; � si)

o

i=1;:::;ntest
. The joint dataset

n�
i i ; ˆ� i i ; � si

� o

i=1;:::;ntest
is then compared to the historical test set

D test
I via the scores de�ned in Sec. 4.
In Tab. 8 and 9, we report the summary statistics of the per-

formance scores for the retained architectures over 10 trainings.
Two possible benchmarks are proposed. A �rst benchmark
(Bench. 1) is de�ned by the scores as evaluated between real
test data and generated data at initialisation, before any training
occurs. A second benchmark (Bench. 2) consists in comparing
the test set with samples drawn from a multi-variate Gaussian
distribution with same covariance and mean vector as the test
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GeneratorS Bench. 1 Bench. 2
SScore 98:26(96:61� 0:61) 48:60(41:09� 5:94) 86:24(85:25� 0:61)
Sks 96:09(95:16� 0:59) 67:21(51:96� 11:28) 85:33(85:11� 0:14)
Spca 99:97(99:43� 0:37) 98:26(76:99� 12:58) 99:99(99:80� 0:14)
Sclass 100:00(96:77� 2:14) 11:98(5:91� 4:20) 80:86(78:57� 1:74)
Skl 97:40(96:46� 0:81) 40:26(29:50� 7:59) 79:94(77:52� 1:53)

Table 8: Architectures evaluation has been computed from 10 trainings and shows “best (mean� std)”.

Figure 2: Triangle plot for the evaluation of the BiGAN generatorS. Comparison between the real (blue) and generated (red) state variable transitions. This
visualization allows to compare one-dimensional (diagonal panels) and two-dimensional marginal distributions (o� -diagonal panels) sorting them by couples of
variables. In each subplot, the 68% and the 95% con�dence intervals are proposed.
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set. Finally, Fig. 2 and Fig. 3 depict the triangle plot over a cho-
sen subset of features for respectively the BiGAN generator and
the conditional GAN generator reporting the best performance
according to Tab. 8 and Tab. 9.

5.2. Limitations

Although GANs gave excellent performances for modeling
high dimensional data distribution in a wide range of domains,
they are not universally applicable generative models, as shown
by Wiese et al. [38], GANs do not favor an exact modeling of
data distribution. Some theoretical limitations are involved in
this behavior and a more recent work from Oriol and Miot [39]
provides a proof that GANs with gaussian prior can only be
used to generate sub-gaussian distributions. Moreover, GANs
are also prone to another phenomenon called mode collapse,
where they lose their capability of generating a wide variety of
samples [40]. During the training procedure, even if the use of
spectral normalization within our architecture greatly mitigate
this issue, SN-GAN like architectures can still su� er from in-
stabilities problem when hyperparameters, like batch size, need
to be tuned. Therefore, mode collapse remains an open and
unresolved issue.

6. Results

The proposed generative algorithm can be deployed for sev-
eral use cases, spanning di� erent industrial applications in dif-
ferent �elds. A thorough exploration of such potential will
be the object of a subsequent publication. In this section we
benchmark our model by reproducing well known correlations
and style-fact concerning the state variables and the instrument-
speci�c features we chose. We explore the statistical properties
of two portfolios: the �rst is composed of stocks from the En-
ergy sector whereas the second is composed of stocks from the
Financial sectors. As described in algorithm 2, we must provide
the initial conditionsik0 for eachkth stock in the aforementioned
portfolio. We refer the historical values reported on 2022/01/03,
their values being reported in Tab. C.14 and in Tab. C.15. Please
note that, given our assumptions, there is no point in providing
the starting values for the state variables: only their transitions
are of statistical relevance for the generation and any (arbitrary)
initial condition may only be relevant for reporting. The macro-
economical scenarios we chosen for our benchmark are the fol-
lowing

ˆ Scenario 1: Bull US stock market- It is de�ned as 3
months of non-negative (� 0%) variations of the S&P500
index. Results are summarized in Tab. 10.

ˆ Scenario 2: Bear US stock market- It is de�ned as
3 months of negative or null (� 0%) variations of the
S&P500 index. Results are summarized in Tab. 11.

ˆ Scenario 3: Volatile stock market It is de�ned as 3
months of strongly positive variations of the VIX index.
In the �rst month we require an increase of more than 20
pts; in the second month we require an increase of more

than 10 pts; in the third and last month of simulation we
require an increase of more than 5 pts. Results are sum-
marized in Tab. 12.

ˆ Scenario 4: Debt crisis- It is de�ned as 3 months of
strongly positive (� 50 bps) variations of the value for
the Italy credit default swap. Results are summarized in
Tab. 13.

For each relevant variable in Tab. 10-13, we report the estima-
tors for the �rst 4 moments of the distributions (assuming a set
of samplesfxigi=1;:::;n) computed as follows5

� 1 =
1
n

nX

i=1

xi ; (20)

� 2 =
1

n � 1

nX

i=1

(xi � � 1)2 ; (21)

� 3 =
n

p
n � 1

n � 2

P n
i=1 (xi � � 1)3

hP n
i=1 (xi � � 1)2

i 1:5
; (22)

� 4 =
n(n + 1) (n � 1)

P n
i=1 (xi � � 1)4

(n � 2) (n � 3)
hP n

i=1 (xi � � 1)2
i 3

�
3 (n � 1)2

(n � 2) (n � 3)
: (23)

If needed, the initial state variable values is given. The statis-
tics are evaluated overnt = 1000 trajectories. In order to com-
bine single-stock features into portfolio features we must spec-
ify the weights each stock has in the portfolio. We simply as-
sume initially equally-weighted portfolios without weights re-
balancing: the �nal portfolio value variation will simply be the
arithmetical mean of each single-stock variations.

7. Conclusions

Contributions. We have presented a GAN-based algorithm de-
signed to reproduce economic contexts described by global
variables and speci�c variables for �nancial assets. The model
is used to generate, on �xed time steps, transitions of variables
whose joint distribution is as close as possible to the empiri-
cal distribution observed in the training set. We have therefore
adopted a Markovian framework, in which the distribution of
transitions on the stocks' speci�c variables - in particular the
price - is supposed to only depend on the state of observable
variables (global or asset-speci�c) at the previous time. For
this reason, the multi-layer neural network used both for the
generators and the discriminators is purely feed-forward and do
not need to embed any time recurrence. Beyond the uncondi-
tional generation of trajectories, one interesting bene�t of this
architecture is the ability to condition trajectories to particular
scenarios on one or several state variables. This ability stems
directly from the two-way correspondence between the latent
space and the real space of variables o� ered by the BiGAN
structure, together with the use of a suitably adapted MCMC

5We do rely on the implementation provided within thePython library
Pandas.
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GeneratorI Bench. 1 Bench. 2
SScore 84:69(81:60� 1:41) 45:74(33:89� 6:27) 45:90(45:61� 0:18)
Sks 48:35(41:55� 5:05) 42:97(21:87� 12:35) 49:80(49:62� 0:13)
Spca 99:77(95:64� 3:48) 97:89(86:29� 12:26) 99:95(99:89� 0:05)
Sclass 98:49(94:16� 2:43) 0:48(0:24� 0:12) 1:06(0:92� 0:08)
Skl 98:38(96:10� 1:49) 41:64(27:15� 9:53) 33:09(32:01� 0:66)

Table 9: Architectures evaluation has been computed from 10 trainings and shows “best (mean� std)”.

Figure 3: Triangle plot for the evaluation of the conditional GAN generatorI . Comparison between the real (blue) and imputed (red) variables of interest for the
scenarios simulated in Sec. 6: Price variation (e1), Normalized price variation over 1 month (e9), Annualized volatility over 1 year (e11), S&P500 variation, VIX
variation and CDS Italy variation. This visualization allows to compare one-dimensional (diagonal panels) and two-dimensional marginal distributions (o� -diagonal
panels) sorting them by couples of features. In each subplot, the 68% and the 95% con�dence intervals are proposed.
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